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Some bits of Probability and Statistics

Probability Throughout the lecture we (try to :-) ) use the following notation.
• (Ω,F ,P): probability space, where Ω, F and P are set, σ-algebra and probability

measure, respectively.

• We use capital letters for real-valued random variables. E.g., X : (Ω,F)→ (R,BR) is
a measurable function, with respect to the Borel σ-algebra.

• We usually denote vectors with bold letters.

• PX is the distribution of the p-dimensional random vector X, i.e. a probability measure
on (Rp,BRp).

• We write x 7→ pX(x) or simply x 7→ p(x) for the probability density function
(pdf) or probability mass function (pmf). We (sometimes implicitly) assume its
existence or continuity.

• The cumulative distribution function (cdf) of a random variable X is denoted by

FX(a) := P(X ≤ a) .

If we have a continuous density p it follows that

FX(a) =

∫ a

−∞
p(x) dx .

Sometimes, it is easier to work with the cdf than with the pdf. For example, it is easy
to see that P(a < X ≤ b) = FX(b)− FX(a).

• The mean (or expectation) of a random variable X is defined as

EX :=

∫
xp(x) dx

if
∫
xp(x) dx is finite. More generally, we have

Ef(X) :=

∫
f(x)p(x) dx

for any function f : R→ R (such that the value is finite). This holds when the variable
allows a pdf p : R→ R+. In the case of a pmf, we replace the integral with a sum. E.g.,
if the variable takes discrete values X := {x1, . . . , xk}, i.e. there is a pmf p : X → R+

then

EX :=
k∑
i=1

xip(xi) .
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• The variance of a random variable X is defined as

varX := E(X − EX)2 = EX2 − (EX)2

if this value is finite.

• We call X independent of Y and write X ⊥⊥ Y if and only if

p(x, y) = p(x)p(y) (1)

for all x, y. Otherwise, X and Y are dependent and we write X 6⊥⊥ Y .

• We call X1, . . . , Xp jointly (or mutually) independent if and only if

p(x1, . . . , xp) = p(x1) · . . . · p(xp) (2)

for all x1, . . . , xp. Otherwise, X and Y are dependent and we write X 6⊥⊥ Y .

• We call X independent of Y conditional on Z and write X ⊥⊥ Y |Z if and only if

p(x, y | z) = p(x | z)p(y | z) (3)

for all x, y, z such that p(z) > 0. Otherwise, X and Y are dependent conditional on Z
and we write X 6⊥⊥ Y |Z.

• We call X and Y uncorrelated if EX2,EY 2 <∞ and

ρX,Y := EXY − EXEY = 0 .

Otherwise, that is if ρX,Y 6= 0, X and Y are correlated. ρX,Y is called the correlation
coefficient between X and Y . If X and Y are independent, then they are uncorrelated.

• We say that X and Y are partially uncorrelated given Z if

ρX,Y |Z :=
ρX,Y − ρX,ZρZ,Y√

(1− ρ2X,Z)(1− ρ2Z,Y )
= 0 .

The following interpretation of partial correlation is important: ρX,Y |Z equals the
correlation between residuals after linearly regressing X on Z and Y on Z.

• In general, we have

ρX,Y |Z = 0 6⇒ X ⊥⊥ Y |Z and

ρX,Y |Z = 0 6⇐ X ⊥⊥ Y |Z .

• In a slight abuse of notation, we consider sets B ⊆ X as a single multivariate variable.

For an introduction to measure theory, see for example (Dudley, 2002).
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Statistics In practice, we are given only finitely many data points. These are often modeled
as n i.i.d. samples X1, . . . , Xn that follow a certain distribution PX . Here, “i.i.d.” stands
for “independent and identically distributed”.
• The distribution PX often depends on a d-dimensional parameter vector θ ∈ Θ ⊆ Rd

and we thus write PXθ . Let us for now assume that d is a fixed value with d < ∞
(“parametric statistics”). For example, we could model our data as a Gaussian distri-
bution

PXθ = N (µ, σ2) ,

with the parameters θ = (θ1, θ2) = (µ, σ2).
A large part of statistics deals with the estimation of this parameter θ. Sometimes,
we only want to estimate parts θ. In the Gaussian case, for example, we may want to
estimate the mean θ1 = µ = EX but do not care too much about the variance θ2 = σ2.
We therefore construct estimators for the quantity of interest. They always have the
form θ̂ = T (X1, . . . , Xn), i.e. we use the samples that we have seen and compute a
function of the samples. For θ1 = µ a reasonably estimator is

θ̂1 := T (X1, . . . , Xn) =
1

n

n∑
i=1

Xi .

If we receive the 4 data points 1, 1, 2, 3, the estimate would take the value 1.75. But
also θ̂1 := 2.7183 is an estimator; in general it will be a very bad one because it always
outputs the same value and never looks at the data. Statisticians like to analyze
properties of these estimators.
It is also possible to estimate quantities that are complicated functions of the parame-
ters, e.g. we may be interested in extreme events (as earthquakes): then, the quantity
of interested could be P(|X| > 5) := f(θ) (can you write down the function f?).

• If we assume multivariate i.i.d. samples (X1, Y1), . . . , (Xn, Yn, Zn), we could be inter-
ested in the correlation coefficient ρX,Y (see above). This quantity can be estimated
by an estimator ρ̂X,Y that is called the “empirical correlation coefficient” (you can
look it up in the internet). Given finitely many data, however, we do not expect this
empirical correlation to be exactly zero, even if the true correlation is. An important
part of statistics is to answer the question of significance by making use of statistical
hypothesis tests. The idea is as follows: we construct a null hypothesis H0 and an
alternative hypothesis HA (e.g. H0 : ρ = 0 and HA : ρ 6= 0). We then use the data to
decide for H0 and HA. But the constraint is: if H0 is true, the probability of making
an error, i.e. deciding for HA, should be very small (e.g. less than 5%)!
For testing whether the correlation coefficient is zero, we could use a t-test (for Gaussian
variables) or Fisher’s z-transform.
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